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Dear readers,

Welcome to the Embedded World 2019 issue of eeNews Embedded, a quarterly publication 
dedicated to the growing community of “embedded” engineers designing the electronics devices 
and services of the future. This issue will also be distributed at the international press stand and 
from our own stand in Hall 3A stand 500. 
The publication is edited by a team composed of Ally Winning Editor in Chief and Wisse Hettinga 
Video Editor who will be at the show to create new video content such as interviews with 
companies and product introductions.
The editorial mix of eeNews-Embedded includes embedded hardware and software, the latest 
developments in Artificial Intelligence,  automotive and EV, avionics, IoT (Internet of Things) 
Industrial IoT, smart power, energy harvesting and conversion, medical electronics as well as 
electronics modules and board level computers. 
eeNews-Embedded ‘s web site www.eeNewsEmbedded.com is a central point for the 
community of embedded design engineers in Europe looking for embedded design, software, 
development tools and product information. The site is also the home for Wisse’s famous 
comics characters HMM and AHA whose intriguing discussions can be followed on the site.  
( see bottom of page)

André Rousselot
Publisher

Embedded
News

europeanbusiness press

www.eenewsembedded.com

 February 2019

Topologies in power efficient battery  
formation systems with energy recycling

Pages 4 - 7
Thermal stress and signal compliance 
for embedded edge server designs 
with high-speed interfaces

Pages 8 - 9
Cover story : Topologies in power ef-
ficient battery formation systems with 
energy recycling

Pages 10 - 12
FPGA modules power electric racing 
car

Pages 13 - 15
Same core, different focus

Pages 16 - 17
Dual-core solutions for advanced digital 
signal controller applications

Pages 18 - 19
Defining a power budget is the first step 
towards achieving a long time-in-ser-
vice for battery-powered devices 

Pages 20 - 22
Balancing functional safety with perfor-
mance intensive systems

Page 23
Products/News 

Wisse Hettinga, father of HMM & AHA

https://www.facebook.com/EENews-Europe-264480083592516/


4   February 2019 www.eenewsembedded.comEmbedded
News

@eeNewsEurope

The Microchip name and logo and the Microchip logo are registered trademarks of Microchip Technology Incorporated in the U.S.A. and other countries. All 
other trademarks are the property of their registered owners. 
© 2018 Microchip Technology Inc. All rights reserved. DS30010185A. MEC2229Eng11/18

Accelerate Your Design With     
Our Comprehensive Ecosystem
We Have What You Need, When You Need It

Looking for the fastest, simplest and lowest-risk path from prototype to production? 
Microchip offers you complete design support for every stage of your project with our 
complete development ecosystem.

• Build prototypes quickly with an intuitive design and debugging environment
• Jump-start your project with reference designs and application-specific hardware
• Lower your risk with proven tools and professionally tested software

No matter your needs, we offer you complete design support at every stage of 
your project. 

Start developing now at 
www.microchip.com/Ecosystem

SBC and modular computing

Thermal stress and signal compliance for embedded 
edge server designs with high-speed interfaces
By Zeljko Loncaric, Marketing Engineer at congatec

With the implementation of high-speed interfaces such 
as USB 3.1, 10 GbE and PCIe Gen 3, thermal stress is 
becoming a growing concern of embedded designs as 

thermal and electrical properties interact. At congatec, all new 
embedded board, module and carrier board designs therefore 
undergo thermal and electrothermal simulations to ensure that 
the high-performance products are optimized in all aspects. 
As part of the comprehensive complementary service package 
offered by congatec’s Technical Solution Center, these simula-
tions are also provided for OEM carrier board designs. The goal 
is to make the design-in of modules as easy as possible for 
OEMs.

To understand the challenges of today’s high-speed designs, 
a prototype design that was developed for new COM Express 
Type 7 Server-on-Modules with Intel Xeon D-1577 processors 
comes in useful. It has 16 cores and supports 2x 10 Gigabit 
Ethernet (KR) interfaces and 32x PCI Express Gen 3 lanes.

This new generation of high-performance embedded edge 
server products currently marks the top end of the available em-
bedded edge server performance. However, this performance 
class has brought physical causal chains to light that don’t have 
a material impact on the low-power products traditionally used 
in the classic embedded computing market. Signal failures were 
the first issue engineers encountered during their extensive 
design tests for a Server-on-Module – which can consume up 
to 100 watts if the design leverages an alternative processor like 
the AMD EPYC, for example. Although proven RF measures, 
layout optimization for signal quality and design dimension-
ing had all been taken into account, the first prototype showed 
abnormalities in the compliance tests. The experts testing all 
transmitters and receivers for compliance with the specification 
in the in-house laboratory therefore saw the need for action.

Statistically distributed and sporadic errors
Operation outside compliance can lead to accidental, unpre-
dictable outages. Although the system will work most of the 
time, it sporadically may fail in conjunction with other external 
components. Such sporadic errors are very difficult to analyze. 
At the same time, they are extremely critical and can lead to 
expensive consequences, as experience has shown. In addition 
to EMC compliance tests, which ensure that specified radiation 
values are not exceeded, the transmitters and receivers of the 
high-speed communication interfaces must also meet defined 
signal quality standards. And in all these tests, there are limits 
that must be observed. If the values are within the permitted 
range, successful device-to-device cooperation is guaranteed. 

Performance endangered
Let’s take the SATA interface as an example. Compliance with 
the SATA specification guarantees successful communication 
between the motherboard and any hard drive – provided that 
both sides are compliant with and adhere to the specification. 
If the values are just beyond the range, the board’s commu-
nication with some hard drives may still work. In such cases, 

SMART value analysis of the hard disk often reveals transmis-
sion errors that should not actually occur. A detected error in 
the communication also triggers retransmission of the data 
packet. As a result, the actually achieved data rate decreases. 
It is only when compliance lies further outside the specification 
that the hard drive is eventually no longer recognized and data 
loss occurs.

Defining compliance
In the SATA interface example, a successful communication 
test is by no means proof of SATA compliance. Such a purely 
functional test in the laboratory with some random hard disks 
does not replace a compliance test, which involves a detailed 
design characterization through measurements. For this pur-
pose, congatec operates its own in-house test laboratory. The 
advantage of an in-house laboratory is obvious: The deeper you 
work in the safe zone, the higher the reliability and functionality 
over time. Accurate knowledge of safety margins contributes 
to quality assurance. congatec optimizes its products through 
simulations and verifies the optimization through extensive 
receiver (RX) and transmitter (TX) compliance measurements. To 
ensure future security, a new test station was purchased in 2018 
that allows the characterization of next generation transmitter as 
well as receiver interfaces such as USB 3.2 Gen2. The company 
also employs experienced signal integrity specialists to provide 
comprehensive services in this area. Ultimately, the goal is to 
verify that customers can definitely achieve compliance and, if 
required, get certified by an external certification body.

Certified compliance 
However, the respective standardization committee can issue 
such a certificate only after the complete unit – consisting of 
COM Express module and matching carrier board – has un-
dergone compliance testing. In real use, the carrier board is a 
customer and application-specific board. To enable customers 

Fig 1: In 7 simulation steps to success: By changing 
copper thickness as well as the number and placement 
of the VIAs, it was possible to lower the minimum and 
maximum temperature of the COM Express Type 7 design by 
approximately 12 percent.

https://twitter.com/eenewseurope


The Microchip name and logo and the Microchip logo are registered trademarks of Microchip Technology Incorporated in the U.S.A. and other countries. All 
other trademarks are the property of their registered owners. 
© 2018 Microchip Technology Inc. All rights reserved. DS30010185A. MEC2229Eng11/18

Accelerate Your Design With     
Our Comprehensive Ecosystem
We Have What You Need, When You Need It

Looking for the fastest, simplest and lowest-risk path from prototype to production? 
Microchip offers you complete design support for every stage of your project with our 
complete development ecosystem.

• Build prototypes quickly with an intuitive design and debugging environment
• Jump-start your project with reference designs and application-specific hardware
• Lower your risk with proven tools and professionally tested software

No matter your needs, we offer you complete design support at every stage of 
your project. 

Start developing now at 
www.microchip.com/Ecosystem



6   February 2019 www.eenewsembedded.comEmbedded
News

@eeNewsEurope

SBC and modular computing

to later successfully pass their own compliance tests, congatec 
exploits all technical possibilities. In the specially equipped 
in-house test laboratory, the functional unit of COM Express 
module with congatec reference carrier board is subjected to 
a pre-compliance test to prove its compliance capability. This 
transmit and receive pre-compliance test is part of the commit-
ment required to meet the exceptionally high quality standards 
of a market leader. congatec also supports its customer’s 
compliance efforts for the application carrier board by providing 
expert knowledge, years of experience and laboratory services. 
This also protects customer applications against errors that 
could be caused by operating at the fringes of the specifica-
tion. In communication, compliant behavior leads to lower error 
rates, fewer disturbances, higher real bandwidth and better 
overall performance. Compliance is therefore absolutely critical. 
But let’s go back to our real life example.

Error investigation
Conspicuous behavior registered during a common mode 
compliance test of the COM Express Type 7 high-speed design 
provided the test engineers with a first hot lead that took them 
to two power elements in the DC/DC converter. But the suspi-
cious FETs were operating in compliance with their data sheet 
specification, so at first glance appeared to have a perfect alibi. 
However, their steep switching slopes were exposed as trouble-
makers. Changes to the switching slopes impact the efficiency 
of the switching regulators. Slower switching slopes reduce 
signal failures, but at the same time lower the efficiency and 
the power element gets hot, reducing its service life. The error 
investigation was therefore extended to include thermal consid-
erations. The aim was to simultaneously transfer the regulators 
into an error-free operating mode and to optimize their heat 
dissipation, because each degree less prolongs the service life 
of the power element.

Optimizing heat dissipation 
As a manufacturer of the COM Express Type 7 Server-on-Mod-
ule, congatec has no influence on the environmental conditions 
under which the board will later operate in the application. 
Unknown factors include the type of cooling – for example if a 
non-optimized heatsink is used or the course of the air flow in 
real use cases. Thus, congatec can base parameters only on 
the module itself. Here, the heat must be dissipated as quickly 
and evenly as possible to ensure optimal thermal operation. Ef-

ficient dissipation prevents critically overheated hot spots. Cool-
ing considerations can no longer focus solely on the CPU in 
high-speed designs. Instead, all other semiconductor elements 
and, above all, the printed circuit board (PCB) also need to be 
taken into account. Here, it is important to remember that most 
heat-generating components sit on a copper pad. Their heat 
is dissipated to the large GND plane copper surfaces through 
vias. It is therefore necessary to take the influence of these vias 
and their location in the design into account. A good thermal 
connection usually also means a good electrical connection for 
possible interference on signal lines. Finding the right compro-
mise for this requires extensive know-how and, if necessary, the 
appropriate simulation tools!

Is copper really the savior?
From a thermal point of view, copper is the friend of cooling. 
Generally, the motto for copper thickness is: “The thicker, the 
better”. However, this principle does not apply to high-frequen-
cy signal lines. For an overall optimum result, it is therefore nec-
essary to dissipate the right amount of heat in the right place 
and at the right time. Copper is also expensive to manufacture, 
and producing vias with lots of copper is complicated. Besides, 
copper also has critical qualities: Copper changes its electrical 
properties when heated. Power supply elements draw current. 
If a high current flows through elements, they become hot. Re-
sistance increases with every degree Celsius. Higher resistance 
means more power loss. These losses lead to further warming, 
the resistance increases again. In the worst case, this leads to a 
chain reaction, a ‘spiral of evil’, in which PCBs or VIAs can melt 
and burn. 

Thermal versus electrothermal simulation
There are two types of thermal simulation to account for these 
factors: The purely thermal simulation focuses exclusively on 
the power dissipation of components. It shows how much 
energy is converted into heat and how effective the cooling 
measures are. Electrothermal simulation also considers power 
distribution, especially in the power supplies. This is why the 
conga-B7XD COM Express board underwent detailed electrical 
and electrothermal simulations in addition to compliance and 
analysis tests. The following aspects were examined:

-    How to improve the thermal connection of the compo-
nents while at the same time decoupling the electrical 
connection;

-    How to reduce the impact of fast switching slopes by opti-
mizing parasitic inductances on the DC/DC converter;

-    How to reduce the switching speeds without reducing 
circuit efficiency;

-    How to optimize component heat dissipation in order to 
obtain additional component temperature reserves even 
with lower switching speeds.

By taking a holistic view of compliance testing and electrical, 
thermal and electrothermal simulation, it was possible to opti-
mize the overall design of the new conga-B7XD COM Express 
board significantly. 

Voilà – case resolved!
The error investigation team successfully solved the case, 
optimized the cooling and ultimately passed compliance. The 
result of the team’s work first and foremost consists in a fully 
compliant high-performance board. In addition, the thermally 
optimized design reduces customers’ cooling efforts, thereby 
saving costs because the application will be easier to cool.

Fig 2: The congatec test lab, which also tests OEM carrier 
board designs, is equipped with precision measurement 
equipment worth millions.

https://twitter.com/eenewseurope
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Summary
Compliance ensures successful cooperation with other devices 
and guarantees best performance, bandwidth and interfer-
ence immunity. It is mandatory. Compliance cannot be proven 
through functional testing. Only extensive simulations and tests 
in appropriately equipped test laboratories, as provided by con-
gatec for OEM carrier boards, establish sound proof of compli-
ance. As an additional benefit, compliance testing often reveals 
valuable hints how to further optimize the thermal and electrical 
dimensioning of OEM designs. Customers ultimately achieve a 
high safety margin in the compliance of their solutions, which 
can also reduce the cost and design effort for sizing their cool-
ing solutions.

www.congatec.com

Fig 3: While copper 
is the friend of 
cooling, it also has 
critical qualities: 
Copper changes its 
electrical properties 
when heated. 

SBCs now with up to 21% lower power 
consumption
Aitech has integrated the NXP’s ultra-low power T4xx1 proces-
sor family into four of the company’s high-
performing SBCs. Aitech has implemented 
NXP’s new, low-power T4241, T4161 and 
T4081 PowerPC variants (collectively, the 
T4xx1 Series) on the company’s QorIQ-
based SBCs. The series is available on 
the C912 3U VPX SBC, which offers up to 
twelve e6500 PowerPC cores, as well as 
on the C111 6U VME and C112 6U VPX 
SBCs, all with NXP’s Trust Architecture 2.0. 
The technology provides a high-trust Cybersecurity processing 

environment for sensitive data security and supervisory control. 
The CB912 VideoPaC also has the option of using a processor 
from the low-power T4xx1 Series. The CB912 combines a 3U 

VPX single-slot SBC with a video/graphics 
XMC mezzanine using AMD’s E8860 Radeon 
GPU. The T4xx1 Series is 100% software 
compatible with the original T4xx0 family. 
The low-power processors offer an extended 
temperature range of -40°C to 105°C on 
all 1.8 GHz speed bins as well as thermal 
power reduction of up to 21% depending on 
the device and speed bin selected.
Aitech

http://www.rugged.com

Rugged 7th Generation Intel processor SBC in 
120 x 120 mm package
ADL Embedded Solutions announced the 
ADL120S, a robust SBC for high-performance 
applications in the industrial sector. The 
ADL120S is based on the Intel Q170 chipset 
and can accommodate an Intel 6 th or 7 th 
generation embedded processor and up to 32 
Gbyte DDR4 in a SODIMM slot. The board has 
many connectivity and expandability options, 
including four Gigabit network interfaces, four 
SuperSpeed USB 3.0 ports and two M. 2 2280 Key-B interfaces 
with Intel RST RAID 0/1 support. The SBC also features an ADL 
edge connect interface with up to eight PCIe 3.0 lanes. For 

cooling, the board can be fitted with passive heatspreaders and 
heatpipes that allow it to have an operating temperature range 

from -20 °C to +70 °C when operating without 
an external cooling source and -40 °C to +85 °C 
when one is available. The ADL120S is designed 
for high reliability with a MTBF of over 200,000 
hours. There will be over ten year’s availability 
and support for the board’s firmware (BIOS), 
tools and drivers. Software support includes 
Microsoft Windows 10 desktop/enterprise and 
embedded operating systems and Linux “LTS” 

or “Enterprise distributions” (Debian/Ubuntu or RHEL).
ADL Embedded Solutions
www.adl-europe.com

7th generation Intel SBC targets robotics and 
sensor-laden drones
AAEON’s PICO-KBU4 is a rugged and expand-
able compact SBC fitted with a 7th Generation 
Intel Core i processor (formerly Kaby Lake) 
and featuring up to 16GB DDR4 SODIMM 
memory. The board has the computing power 
to handle applications previously only possible 
with much larger motherboards, with a pair of 
GbE LAN ports supporting the use of two HD 
cameras, and a GPIO, two COM ports, two 

USB3.0 ports, and two USB2.0 pin headers for the connec-
tion and control of a range of sensors. A 0 to 
60ºC operating temperature range, HDMI and 
LVDS ports, SATA slot, and M.2 B and E keys 
for extra storage and WiFi / Bluetooth con-
nectivity make this an extremely flexible SBC. 
Designers can further expand the IO interface 
by adding a custom-made daughter board via 
an optional board-to-board interface.
AAEON Technology
www.aaeon.com

https://www.facebook.com/EENews-Europe-264480083592516/
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Cover story

Topologies in power efficient battery 
formation systems with energy recycling
Martin Cheung, Senior Staff Engineer, Infineon Technologies Hong Kong Ltd. and 
Nenad Belancic, Global Application Management, Infineon Technologies Austria  AG

The growing number of battery-powered devices comes 
hand in hand in a larger global demand for lithium-ion bat-
teries (LIBs). In the recent years increasing energy density 

of LIBs was on the agenda for engineers in terms of the battery 
formation process that is a very time and power demanding pro-
cess in the battery manufacturing, thus is a bottle neck in fast 
and efficient go-to-market.  Increasing the charge and discharge 
channels, and having efficient power conversion with energy 
recycling capability are key to effective and efficient battery 
manufacturing.

Overview of the battery manufacturing 
process and types of formation systems
The battery formation stage has two key functions; on one hand 
to create the solid electrolyte interphase (SEI) on the anode and 
cathode electrolyte interphase (CEI). On the other hand, during 
the formation process battery cell performance measures such 
as impedance and current capacity are collected and recorded 
for battery pack process or quality analysis. The formation pro-
cess begins with a low current, 0.1 C, and variable output volt-
age which requires the reliable battery formation power supply 
to provide stable charge and discharge current. A thin SEI layer 
is built by the moderated charge rate with 0.1 C rated current. 
To complete the formation process, 3-5 cycles at 0.1 C at room 
temperature and 3-5 cycles at higher C-rate at higher tempera-
ture are required for controlling the thickness of the SEI layer 
that has an effect on the internal impendence of the battery. The 
thicker the SEI layer is the higher the internal impendence is, re-
ducing current capability and decreasing charge and discharge 
cycle times. As the formation process described above can take 
up to several hours or days, one can easily see that the battery 
formation process is the bottleneck of battery production. 

Formation of the power supply from the AC grid to the 
formatted battery includes a PFC stage as an interface to the 
AC grid, isolated DC-DC stage for galvanic isolation and volt-
age step down and non-isolated DC-DC stage to provide tight 
charge and discharge voltage together with well-controlled 
charge and discharge current. All the stages are based on 
switching converter technologies and this approach allows the 
formation system to reach increased levels of energy efficiency, 
power density, and gives also the possibility to use the same 
hardware for energy recycling, thus reducing battery manufac-
turing cost. We would like to note here that for a given system 
size increasing the number of formatted battery channels to-
gether with energy recycling is also a way to reduce the battery 
manufacturing cost.

Key topologies in battery formation
There are different topologies recommended for each stage – 
PFC, isolated and non-isolated DC-DC stages – in the battery 
formation system. Here an overview of these topologies is pro-
vided based on power flow requirement and power levels. 

Unidirectional PFC converter
Figure 2 shows unidirectional PFC converters for single-phase 
CCM boost for low power and three-phase Vienna rectifier 
for high power. For a few kW PFC stage, a dual CCM boost 
bridgeless converter can be applied. CCM boost topologies are 
often found in simple and traditional formation systems’ PFC 
stages.  In this topology, low forward voltage drop SiC diode 
is required to reduce the conduction loss, and Vienna rectifier 
active switches require relatively low blocking voltage even for 
high DC-link voltage. A 600 V-rated MOSFET is enough for 800 
V output voltage. The MOSFET body diode will not flow through 
any current, therefore using a fast body diode MOSFET is un-
necessary. 

Bidirectional PFC converter
Totem pole boost converter is commonly used in a single-phase 
bidirectional PFC stage. Depending on the system require-
ments, system designers can choose between CrCM or CCM 
modes for this converter. Figure 3 depicts a bidirectional PFC 
converter in a CrCM (a) and a CCM totem pole (b) converter 
setup.  In CrCM mode, as shown in Figure 3 (a), QC and QD are 
the AC mains frequency switching devices, therefore their loss-
es are mainly in conduction loss that can be reduced by select-
ing a device with lowest RDS(on). The high frequency switching 
devices, QA and QB, have ZVS due to the CrCM operation that 
saves the device’s turn-on loss. A CCM totem pole boost con-
verter operation is similar to a traditional PFC boost converter. 
As shown in Figure 3 (b), SW1 reserved recovery characteristic 
affects the power losses and the reliability of the bidirectional 
PFC stage at the positive AC mains voltage, while the reversed 
recovery characteristic of SW2 affects it at the negative AC 
mains voltage. Therefore, wide bandgap devices are recom-
mended to be used in a CCM totem pole boost converter.Figure 1: Basic block diagram for battery formation switching 

mode power supply

Figure 2: Unidirectional PFC stage: (a) single-phase CCM PFC 
boost converter (b) three phase Vienna rectifier

https://twitter.com/eenewseurope
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Isolated unidirectional DC-DC converter
Similar to high efficiency server switching mode power sup-
plies (SMPS) design, ZVS topologies are usually applied in the 
isolated DC-DC stage of the battery formation system. Two 
typical topologies - half bridge LLC converter and ZVS PSFB 
converter - are shown in Figure 4. LLC converter design starting 
point should be the L-C resonant network setup and only then 
selecting the device. Using digital control and current sense are 
recommended to limit the hard commutation condition of the 
primary side MOSFETs under abnormal conditions . For an ana-
log LLC controller converter, devices can suffer more frequent 
hard-commutation in the primary side MOSFETs, therefore fast 
body diode device should be used. At the secondary side of 
the LLC converter with an optimized transformer turns ratio, the 
minimum breakdown voltage of MOSFETs doubles the convert-
er output voltage. In the ZVS PSFB converter the recommen-
dation of Infineon is to use only fast body diode MOSFETs on 
the primary side because ZVS PSFB converter will be operated 
at hard switching under a light load condition. It results in the 
primary side MOSFET to work at hard-commutation as a part 
of normal operation. As shown in Figure 4 (b), the full-bridge 
configuration on the secondary side is preferred because the 
secondary side MOSFET voltage stress of the ZVS PSFB is 
double of the LLC. 

Isolated bidirectional DC-DC converter
We chose a dual active bridge (DAB) converter and bidirectional 
ZVS PSFB to demonstrate an isolated bidirectional DC-DC 
converter, shown in Figure 5. The selected solutions are based 
on the traditional PWM control method, and the ZVS on the 
high voltage bus side and the ZCS on the low voltage side. The 
direction of the power flow in the DAB converter can be deter-
mined by the phase difference between the primary side AC 
voltage (V1) and the secondary side AC voltage (V2) as shown 
in Figure 5 (a). In the simple control scheme, V1 and V2 are a 
square wave with 50% duty cycle generated by QA to QD and QE 
to QH. In the DAB design, the critical power loss at full load is 
the inductor (L), while at light load it is MOSFETs QA-QH. There-
fore, L should be placed on the high voltage bus side to reduce 

the current passing through, and QA-QH should be selected less 
switching losses devices with robust body diode.

Bidirectional ZVS PSFB converter selected as the isolated 
bidirectional DC-DC converter is shown in Figure 5 (b). Since 
the converter operates the same as the ZVS PSFB converter, 
the ZVS device operation should be selected in the high-voltage 
side device, and the ZCS operation preferred for the device that 
passes the high current in the charging mode. For the discharge 
mode, when the high voltage capacitor is precharged by the 
high voltage bus, Q5-Q8 operate in hard switching and Q1-Q4 
operate in ZVS. As Q5-Q8 have the greater impact on switching 
losses and conduction losses, these devices should be selected 
carefully. The breakdown voltage of these devices is the same 
as that of the traditional ZVS PSFB converter

Non-isolated DC-DC converter
Figure 6 shows the non-isolated DC-DC stage topologies. The 
formation system controller instructs the non-isolated converter 
to charge its respective battery In general, a simple SR buck-
boost converter (shown in Figure 6 (b)), implements the charg-
ing function. However, under discharge operation, either only 
one converter supplies a discharge to other charged converters 
or all of the converters are in a discharged operation. This set of 
the converters is connected as parallel voltage sources, and the 
power balance of this connection is performed by an output se-
ries impedance of each converter, resulting in power loss during 
discharge operation. In practice, a pair of power wires (or a pair 
of PCB tracks) are used to connect the isolated DC-DC stages 
to each converter, which further increases the discharge power 
path impedance, triggering the power oscillation to reduce en-
ergy recycling efficiency. To improve energy recycling efficiency 
and parallel operation stability of non-isolated converters, 
Figure 6 (a) presents an SR boost buck converter. In charging 
mode, QA remains off and QB remains on. QC and QD are used 
as normal SR buck converters for the formation process. In 
discharge mode, the boost operation is done by QA and QB-QC 
remains at conduction state and QD acts as an open circuit. 
The advantage of the proposed SR boost buck converter is 
that both charging and discharging currents are well controlled. 
This is an efficient and stable to operate parallel converters with 
less power losses at energy recycling. In short, both converters 
require a MOSFET to balance switching and conduction loss. 

www.infineon.com

Figure 3: Bidirectional PFC stage: (a) single-phase CrCM 
totem pole boost converter (b) CCM totem pole boost 
converter

Figure 4: Typical isolated DC-DC stage: (a) half-bridge LLC 
converter (b) ZVS phase-shift full bridge converter

Figure 5: (a) DAB full-bridge converter (b) bidirectional ZVS 
phase-shift full bridge converter

Figure 6: (a) SR boost-buck converter (b) SR buck-boost 
converter

https://www.facebook.com/EENews-Europe-264480083592516/
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FPGA modules power electric racing car
Andreas Horat, CTO - AMZ electric, ETH Formula Student Project 

Formula Student is the largest engineering competition in 
the world. The Zurich/Switzerland based AMZ student 
team managed to achieve top of the world rankings in the 

event, with help from an innovative, FPGA module-based ap-
proach for the electric drivetrain. Four custom inverters are built 
around the Xilinx Zynq 7015 based Enclustra Mercury ZX5 SoC 
module to reach the fastest lap times.

Formula Student has 18 events a year, with more than 600 
student teams participating. In its twelve-year history, the AMZ 
(Akademischer Motorsportverein Zürich) racing team, consisting 
of students from the ETH Zürich and the university of applied 
science Lucerne, has managed to get itself to the top of world 
rankings thanks to continuous improvement of concepts and 
the introduction of new innovations, such as the use of an 
FPGA module for controlling the electric drive motors. In AMZ’s 
tenth year competing, the group broke the world record for the 
fastest acceleration from 0 to 100 km/h in an electric car with a 
time of 1.513 seconds. In order to remain competitive, the indi-
vidual vehicle components must be coordinated and integrated 
into one reliable, high-performance system. With most of the 
components developed and custom-built themselves, AMZ can 
do just that. 

The way to the top
The aim of the 2018 vehicle “eiger” – all cars are named after 
Swiss mountains - was to reach the maximum possible number 
of points in the competition. This is achieved by driving the fast-
est lap. By lap time simulation, energy calculations and analysis 
of the log data from past seasons, it was decided to follow a 
concept with a fully custom four wheel drive-train, a carbon 
fiber reinforced polymer (CFRP) monocoque, computational 
fluid dynamics (CFD), windtunnel validated aeropackage and 
hydraulic suspension.

FPGA module based inverter 
For the first time in the AMZ history, the team developed all the 
components for the drivetrain completely in-house. The last 
missing part was the Inverter. In 2017 the team started the de-
velopment of a completely custom inverter, based on an FPGA 
module from Enclustra. The inverter converts the DC voltage 
from the Lithium battery into three-phase current to run the 

permanent magnet synchronous motors. 
Four inverters control one motor each. A self-developed di-

rect torque control (DTC) modulator runs on a Xilinx Zynq 7015 
FPGA-System-on-Chip based Enclustra Mercury ZX5 module. 
VHDL implementation makes it possible to estimate the current 
state of the motor and calculate the new switching positions 
every 10 nanoseconds – not possible with a microcontroller or 
DSP based system.

Custom 1200 Volt SiC MOSFET modules with a 10 milliohm 
on-resistance and self developed intelligent gate-drivers were 
water cooled through a 3D printed cooling plate to reduce con-
duction and switching losses with increased switching speeds 
down to 39 ns rise time. Additionally, two 47 nanofarad DC-link 
capacitors on the module were used to decrease power loop 
inductance. A hybrid dc link with 6 microfarad Ceralink ceramic 
capacitors and 240 microfarad film capacitors reduced the 
mass and lower dc link voltage ripple. Two PCBs were designed 
with 1 millimeter copper inlets for system connections to mini-
mize board area. To control the motor, the three phase currents, 
the dc link voltage and current as well as two phase to phase 
voltages are measured at up to 1 million samples per second. 
To determine the current position of the motor a resolver is 
used. Gigabit Ethernet and CAN connectivity ensures fast and 
safe communication in the car and on the test bench. The entire 
inverter software is developed in-house to ensure the highest 
level of customizability.

The Enclustra Mercury ZX5 SoC module
For the processing unit a system on chip (SoC) was chosen. 
Bare SoCs are in most cases packaged in a ball grid array 

The electric race car “eiger” has a four wheel drivetrain that 
is controlled by an FPGA on the Enclustra Mercury ZX5 SoC 
module.  (pictures: Frank Schaufelberger / AMZ)

The Enclustra Mercury ZX5 SoC (hidden under the heat sink) 
is the heart of the inverter (green PCB).

The Enclustra 
Mercury ZX5 is a 
complete system 
on module based 
on the Xilinx 
Zynq 7000 SoC.  
(picture: Enclustra)
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(BGA) that is difficult to solder and requires a PCB with many 
layers to route the signals to the chip. The SoC also needs a lot 
of peripheral components such as memory, clock, interfaces 
and a sophisticated power supply. The Mercury ZX5 SoC mod-
ule from Enclustra provided all that functionality on one small 
PCB. The module contains 1 gigabyte of DDR3L SDRAM, 512 
megabyte of NAND Flash, an Ethernet PHY and a power supply 
for all required voltages. The module can even power circuits on 
the base board, minimizing the need for power converters.

Abundant computing power 
The modulator and all the communication to the peripherals 
were implemented on the FPGA as it requires very low latency 
and a high update rate. All safety critical functions were also 
implemented on the FPGA, reaching a maximum delay time of 
1 microsecond for the over current protection and 2 microsec-
onds for the over-voltage protection. A multilayer redundant 
safety system on the FPGA and the processor allow the proces-
sors and the FPGA to monitor each other and shut down the 
inverter in the case of inconsistencies. 

The higher-level controls such as velocity control and traction 
control are implemented on one core of the ARM Cortex-A9 
processor. The second core is responsible for the communica-
tion with the vehicle control unit (VCU) or the controlling com-
puter and for data logging. 

High bandwidth interfaces 
The compiled firmware and the bitstream for the FPGA are cop-
ied onto an SD card, that gets plugged into the inverter base 
board. At startup the bootloader then copies the firmware into 
the memory and loads the bitstream into the FPGA fabric. 

The FPGA processes all current measurements at 1 million 
samples per second (MSps), while the voltage measurements 
are processed at 500 kSps. These components are accessed 
through a SPI-based protocol. The motor position is measured 
through a resolver with a 33 kSps parallel interface. Besides be-
ing used directly by the modulator, the data is transferred to the 
processor through the integrated AXI PL-PS interconnect. With 
this technology, the processor can simply change the configura-
tion data and read the values of the FPGA with memory access 
instructions. 

In addition, it is possible to access the DDR3 RAM of the En-
clustra Mercury ZX5 module directly from the FPGA fabric. This 

ability makes it possible to transfer large amount of log data to 
the RAM without processor usage. The data is then stored on 
the SD card for offline analysis, before the inverter is turned off. 

The temperatures of the semiconductors and the output filter 
are measured with the built-in XADC of the SoC and directly 
used on the processor. In the car, the inverter is connected to 
the VCU via the CAN interface directly to the processing sys-
tem. To run the inverter on the test bench and to connect it to a 
computer, the Ethernet interface is used. 

Simplified power supply 
The Enclustra Mercury ZX5 can be powered from a single power 
supply with a voltage between 5 and 15 volt. It contains the DC/
DC converters for all the internally required voltages. On the 
module generated voltages are also routed to module connec-
tor pins. On the inverter base board, these 3.3 volt and 1.8 volt 
rails are used to power the analog and digital circuits.

Broad design-in support
To ease the integration of its modules, Enclustra provides all 
the required hardware, software and support materials. De-
tailed documentation and reference designs make it easy to 
get started. In addition to the user manual, user schematics, a 
3D-model, schematic symbol, PCB footprints and differential 
I/O length tables are available, minimizing the risk of wrong pin 
alignment. Questions arising during development were solved 
quickly with the help of Enclustras support. 

The next evolution
A new inverter for 2019’s “mythen” race car is again being built 
around the Enclustra Mercury ZX5 module. The even smaller 
Mars ZX2 from Enclustra has been evaluated, but this module 
did not have the required number of I/O-Pins. The new inverter 
uses a fiber-optic link between two Enclustra Mercury ZX5 
modules in the car using multi-tigabit-transceivers. 

For “mythen”, the drivetrain concept was changed from four 
inverters - one for each motor/wheel - to a two inverter concept. 
One inverter using an Enclustra Mercury ZX5 module con-
trols two motors. Thanks to the new concept, a lot of auxiliary 
circuits can be merged, the complexity reduced and space 
saved. In addition, it also opens up the possibility of implement-
ing more advanced control algorithms, which act on multiple 
motors.

Enclustra and AMZ are showcasing the racing car and 
inverter at Embedded World 2019 in Nuremberg, 26 - 28 Febru-
ary, at booth 4A-121.

www.electric.amzracing.ch
www.enclustra.com

The Enclustra Mercury ZX5 contains abundant I/Os and 
interfaces, memory and all needed power supplies.
(picture: Enclustra)

The Formula Student team of  ETH Zürich and the university 
of applied science Lucerne built an electric racing car in less 
than a year.
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Same core, different focus
Simon Meadmore, Global Head of Semiconductors,  
Premier Farnell and Farnell element14

Over the past 20 years Arm’s architecture has become 
the core not just of smartphones but many embedded 
systems that need 32-bit processors. There are few 

major suppliers of processors and SoCs into the embedded 
systems marketplace who do not have an Arm-based offering in 
their portfolio. For some, the breadth of products they provide 
is huge.

With so many suppliers employing the same core 
architecture, opportunities for differentiation may seem to be 
limited. But suppliers argue the opposite: by relying on Arm 
for the core processor pipeline they can focus much more 
aggressively on features that matter to the developer and 

integrator. This article will look at how some of the world’s 
top semiconductor companies have used Arm’s ubiquitous 
architecture.

Geoff Lees, Senior Vice President and General Manager for 
Microcontrollers at NXP, says his company was an early adopter 
of Arm-based cores for the embedded-system market, initially 
focusing on internet connectivity. “It was designed to serve the 
new wired-connectivity market by providing a 56K modem,” he 
recalls.

Since then, through organic growth and acquisition, NXP has 
put together numerous product lines. “We’ve always been at the 
higher performance end of the spectrum. So, we have strength 
in applications such as energy conversion, motor control and 
wireless connectivity,” Lees explains.

Among the high-performance families are the i.MX and 
Layerscape processors. Lees elaborates: “Both are Arm-based 
and are complementary. Layerscape is designed for high-end 
data processing and communications. The i.MX covers a broad 
market: consumer, automotive, et cetera. At the lower level we 
have the Kinetis, which is also Arm-based. It’s more vertical, 
providing connectivity for applications such as IoT. Fifteen 
years ago, it was the first Arm32 flash microcontroller and now 
there is a massive variety in this family. We have almost 25,000 
customers for this product.”

STMicroelectronics has also been a supporter of the Arm 
architecture for some time says Laurent Vera, EMEA Marketing 
Director for STMicroelectronics. “ST decided to drive the 
paradigm change to 32-bit MCUs that happened ten years ago 
when we introduced our first STM32 product powered by an 

Figure 1. Arm® Cortex®-A9 Core block diagram
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Arm Cortex-M3 core.
“Arm’s success in the 32-bit embedded MCU market wasn’t 

a slam dunk,” Vera says, but notes: “We saw the value of a 
broad, open environment that offered designers outstanding 
performance, great value, and exceptional tools and ST frankly 
contributed strongly to that success by offering a great family 
of MCUs, across the full spectrum of power, performance, 
integration and price.“

Lees says a further factor in Arm’s success is the ecosystem, 
which includes the supply chain. “In the microcontroller space, 
the core is less important, but ecosystem is becoming more 
and more important, and the Arm hardware standard enables 
the ecosystem. An important consideration is that distributors 
are concerned about the number of architectures they support. 
Ideally, they want to have one architecture to support, so Arm is 
a real benefit for them. This really matters to us as about two-
thirds of our business is in the distribution market.”

Software support is one key method for suppliers such 
as NXP and ST to build a successful business on top of 
Arm’s cores. Lees explains: “In the last five years, we have 
focused a lot on software. Today, it’s not about providing 
broad enablement, such as Android, it’s important to provide 
product application-layer solutions. Today many of the design 
challenges are in software, and this is reflected by the fact that 
half of our engineering team are software engineers.”

Vera says ST has assembled its own toolchain that 
comprises the STM32 Open Development Environment and 
STM32 Nucleo development system to let engineering teams 
“develop and prototype their designs to get their ideas to 
revenue quickly”.

Henry Wiechman, Director of Embedded Processor Software 
Marketing and Strategy at TI, says the provision of toolchains by 
silicon manufacturers is important because the MCU designers 
understand what it takes to extract maximum performance from 
their solutions and how to open those functions up to high-
level software. “Another reason is to be able to work across TI 
product lines, enabling them to plug into the one environment. 
This doesn’t just mean programming the core, but configuring 
accelerators and peripherals in an optimised manner,” he adds. 

Unlocking the value of the peripherals and other functionality 
is vital, Vera says. “We understood though that the value of an 
MCU wasn’t in the core itself but in everything around it. The 
STM32 is more than a core: it is composed of ST’s unique IP.” 

In common with a number of vendors, ST wraps both 
analogue and digital IP around the Arm core with the aim of 
serving multiple markets and countless use-cases. “There are 
many ingredients which makes our product unique. This ST IP, 
added on top of the ‘standard’ Arm IP, is one element of our 
secret sauce,” Vera says.

The ability to deploy MCU with a wide variety of peripheral 
IP is vital, says Adrian Fernandez, Microcontroller Development 
Experience Manager at Texas Instruments: “It allows silicon 
manufacturers to differentiate beyond the core with their 
peripherals, wireless network processors, etc. It means we can 
try to solve the system level problems. If engineers are to get a 
differentiated product, they need to look outside of the core.

Fernandez highlights the Simplelink MCU platform in TI’s 
extensive portfolio of Arm-based solutions as a platform 
for numerous applications. “They’re Arm-based MCUs for 
connected applications, both wired and wireless. They support 
a diverse customer set because they allow engineers to 
innovate quickly. We call this ‘nimbleness’ from a development 
perspective. Our MCUs offer a range of different connectivity, 
particularly highly integrated wireless, and provide a strong 
portfolio with the right peripherals, memory, analogue 
[functionality] and radios.”

Fernandez explains how nimbleness enabled by the TI 
approach to MCU design and software provision translates 
into customer benefits: “One example of how engineers might 
benefit from portability is if they were designing a thermostat. 
They could choose to develop for an ethernet-connected device 
and then realise WiFi is what the market wants. 

Our SDK [software development kit] allows for a large portion 
of software investment to be used in a new product. Today 
a lot of customers are spending the majority of their time on 
software, so reuse of code is very important. The portability also 
means a customer can enter [their] market with a portfolio of 
products, not just one.”

Andy Harding, Director of Broad-Based Solutions at Renesas 
Electronics, outlines a key factor beyond software in helping to 
determine why manufacturers are able to apply the same core 
architecture to so many application areas: “The fundamental 
‘secret sauce’ is process technology which enables outstanding 
performance and high integration, especially our zero-wait 
state flash which has an incredible history of reliability & data 
retention.”

“We can integrate more memory than most customers need 
and run it at full speed with no wait states. And our 32-bit 
MCUs are operating at clock frequencies of 240MHz, with 
highly efficient instructions. Optimising the peripherals is usually 
a question of targeting specific applications. For instance, 
we have dedicated motor control timers which offer zero-
cross detection as well as VCA [functionality], which simplifies 
control.”

The key to bringing these functions together in a way that 
works for customers, Harding says is to focus on the needs of 
the target customers. “Several years ago, I was part of a small 
team in Renesas that was tasked with architecting our next 
generation MCU strategy.  The conundrum we faced was that 
everyone knew the market would be looking for an Arm-core 
solution.” 

Figure 2. STM32 Open Development 
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Harding says the risk was that simply putting Arm cores 
into standard products “would make us just another ‘me too’ 
vendor in an already crowded market. What we found was that 
we needed to think beyond the silicon device, to complete 
platforms which would differentiate by shortening design cycles, 
simplifying design starts and improving total cost of ownership”.

The use of a common architecture obtained from a processor 
specialist such as Arm helps free up resources for the silicon 
developer to take full advantage of process and circuit-design 
innovations. Oivind Loe, Senior Manager of Strategic Marketing 
at Silicon Labs, says: “It allows SiLabs to focus on other things. 
Twenty years ago, everyone made their own CPU core, which 
took valuable engineering resource.” 

Although there are many reasons to adopt a core architecture 
that is commonly used across industry, changing requirements 
mean that the core that is used today is not necessarily going to 
be the best for some future applications. Loe highlights security, 
ultralow power consumption and machine learning as areas 
that need greater innovation in the processor core. “Either Arm 
will provide this innovation or there will be an opportunity for 
another architecture,” he says.

Fernandez says TI’s proprietary core, the 16-bit MSP430, 
is important for some applications, particularly when it comes 
to energy efficiency. “A proprietary core allows us to provide 
unique capabilities ranging from the low power consumption 
to FRAM memory. So, we believe there are valid reasons for 
going with a third-party core like Arm or building an MCU with 
proprietary core.”

Lees believes the emerging open-source RISC-V is an 
interesting development. “But we have no issues with the 
Arm model,” he notes. The ability to provide the differentiation 
silicon manufacturers need to succeed in the embedded space 
through software, process innovation and smart peripherals, still 
makes a strong case for an industry-wide processor core family 
such as Arm’s.  

www.premierfarnell.com

Figure 3. Silicon Labs ARM® Cortex®-M3 
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Dual-core solutions for advanced digital 
signal controller applications
By Markus Wimmer, Business Development Manager. 16-bit microcontroller business 
unit, Microchip Technology

Embedded applications that need high digital signal pro-
cessing (DSP) performance are not just demanding an 
increase in performance to accommodate increasingly 

complex mathematical algorithms but the addition of com-
munications, functional safety and management features. This 
combination of factors is leading to changes in the way pro-
cessing power is deployed in high-integration microcontrollers 
and digital signal controllers.

 
A representative example is advanced power-supply design. 

Today’s implementations do not only call for precise, efficient 
control of energy conversion 
through mathematical algo-
rithms and real-time PWM 
control. They also require 
connectivity to relay real-time 
operational status and receive 
commands from a system-
level management unit using 
protocols such as PMBus. 
Similarly, in an automotive fan 
or pump controller, communi-
cation through a protocol such 
as Controller Area Network 
Flexible Datarate (CAN-FD) is 
needed for commands, system 
monitoring and diagnostics 
reporting. An air conditioning 
unit may have even more complex requirements, with separate 
DSP-oriented tasks to support power-factor correction in its 
mains power supply as well as closed-loop motor control in fan 
and pump units. 

In principle, a single high-speed CPU core can, through time-
slicing, run many independent threads to handle both low-la-
tency real-time control tasks along with networking and system 
management tasks. However, a core that is designed to achieve 
such high performance in any given process technology may be 
suboptimal in terms of power consumption and complexity.

A further issue for any real-time application running on a 
single core is how easily threads and interrupt handlers will 
meet their respective deadlines. With any resource-sharing 
implementation, a concern is the length of time that a given 
thread will be blocked from running by an unrelated process or 
interrupt handler. To guarantee that a thread will meet its dead-
lines under all conditions where threads have no interdependen-
cies, conservative algorithms used to calculate the amount of 
headroom required will call for leaving a relatively significant 
portion of processing cycles unallocated. 

There is also the overhead of frequent task switching that 
needs to be considered and its impact on processing through-
put. With a large number of interrupting events to a single core, 

the overhead of interrupt handling and the associated task 
switching can be significant.

One option is to build more headroom for performance 
through even higher clock speeds. In practice, it can make 
much more sense to divide the application across more than 
one processor core. For any multitasking application that is not 
primarily dependent on the throughput of a single thread, us-
ing parallelism often leads to greater energy efficiency, greater 
determinism and easier development. 

A dual-core implementa-
tion can share the workload 
of a multitasking system more 
effectively. It can also result in 
being able to use lower core 
clock frequencies which can 
be a better match for flash 
memory, reducing or eliminat-
ing the number of stall cycles 
(wait states) during which 
the processor has to wait for 
instructions or data to return 
from a fetch request.

In some applications the 
closely coupled nature of tasks 
that handle related data feeds 

still favour a single pipeline. But when different functions are 
being executed in a high-performance embedded application, 
using more than one core makes more sense as the various 
functions are relatively loosely coupled. 

For example, in a power supply where the closed-loop 
control is implemented in firmware, the performance is pre-
dominately determined by the time it takes to convert an analog 
sample to digital, calculate a new duty cycle from that data, and 
then update the PWM. With a multi-core controller, it is pos-
sible to ensure this latency-critical function is not impeded by 
other system activities by running it on a core that has no other 
priority tasks to perform. In parallel with the time-critical control 
loop calculations, another CPU core can be tasked with other 
responsibilities such as PMBus communications and system 
monitoring functions. Similarly, in a motor control application, 
splitting the control loop processing and the CAN interface 
stack across different cores ensures that the motor’s commuta-
tion is precise and deterministic.

There is a further benefit to split processing in terms of 
project development time. However, it is important that the two 
cores are homogeneous to take advantage of this. One tradi-
tional option for multiprocessing was to divide the workload 
according to processor type. Signal-processing code would be 
dedicated to run on a pipeline optimised for multiply-accumu-
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late options but with little ability to run control code efficiently 
while a general-purpose processor took care of branch-inten-
sive routines. In practice, in many real-time applications, this 
is a difficult architecture to work with. The signal-processing 
operations often depend on external conditions that may 
change rapidly. The interprocessor communications needed to 
synchronise states across the different cores can be complex 
to implement because they impose tighter timing synchronisa-
tion requirements than messages used to relay commands and 
status updates to a network interface. 

Unified digital signal controller architectures such as Mi-
crochip’s dsPIC33 overcame the synchronisation problems by 
bringing the two types of execution behaviour together into 
a single architecture. Such a pipeline can stream multiply-
accumulate and matrix operations at high speeds but offers fast 
branching capability and high responsiveness to interrupts so 
that parameters and algorithms can adapt to changing condi-
tions on the fly. This eases the software implementation of 
complex signal-processing algorithms. However, pressure on 
design times means customers face challenges of code integra-
tion no matter which architecture they choose. The combination 
of communication and control functionality in many applications 
is often split between development teams, each of which is a 
specialist in their area. 

A key issue with integrating the code from two or more teams 
is determining how scheduling and task prioritization will work 
between them. Seemingly small decisions such as the priority of 
individual tasks can have a major impact on the overall real-time 
behaviour of the application. A poor decision will mean vital 
tasks will be locked out of access to the processor for longer 
periods than is desirable for good performance. By having the 
task sets distributed across two processors, the engineers with 
the most knowledge about the relative priorities of the threads 
their part of the application uses are responsible for setting 
those priorities. 

Split processing also allows for easier management and allo-
cation of data memory and can be sure that makefiles and linker 
settings they have created and debugged during their project 
remain in place in the final software package. This reduces the 
overhead on the software-integration team and reduces time to 
market. 

Although split processing already helps optimise both devel-
opment effort and processing throughput, Microchip continues 
to make architectural improvements to help increase perfor-
mance as well. An example in the dual-core dsPIC33CH is the 
deployment of an increased number of context-selected reg-
isters to boost interrupt responsiveness. Also implemented in 
the new dsPIC33CH core are additional instructions to increase 
DSP performance.

As a Digital Signal Controller (DSC), the dsPIC33CH includes 
a number of advanced peripherals to reduce system costs and 
board size. They include high-speed ADCs, DACs with wave-
form generation, analogue comparators, analogue program-
mable gain amplifiers and high-resolution PWM generators with 
resolution down to 250ps. Advanced features such as more 
intelligent peripherals and a peripheral trigger generator help 
reduce the number of interrupts a core is subject to in a power-
supply or motor control application. For example, the UARTs 
provide hardware support for LIN/J2602, IrDA, DMX and smart 
card protocol extensions to reduce software overhead. Like-
wise, the CAN-FD peripheral includes a bit stream processor 
and programmable automatic retransmission to enable it to run 
more autonomously from the CPU core.

With a design focused on the development requirements of 
today’s engineering teams, Microchip’s dsPIC33CH is optimised 
for high-performance and time-critical, real-world embedded-
control applications. The architecture provides the support 
customers require to “design separately, integrate seamlessly.” 
The result is an architecture that increases performance while 
reducing time to market and system size and cost. 

www.microchip.com

PSoC 6 MCU gains additional memory 
and longer battery life
Cypress Semiconductor added a 
new member of its ultra-low-power 
PSoC 6 MCU family that features 
2MB Flash and 1MB SRAM for com-
pute-intensive algorithms, connec-
tivity stacks and data logging. The 
company also launched two new 
development kits for the PSoC 6 
family. The first kit allows developers 
to evaluate the new PSoC 6 MCU. 
The PSoC 6 Wi-Fi BT Prototyping 
Kit (CY8CPROTO-062-4343W) costs 
$30 and features peripheral modules 
including CapSense capacitive-

sensing technology, PDM-PCM microphones, and memory 
expansion modules. The kit is 
supported by Cypress’ ModusTool-
box software suite that provides 
easy-to-use tools for application 
development in a familiar MCU 
IDE. The second new development 
kit is the PSoC 6 BLE Prototyping 
Kit (CY8CPROTO-063-BLE). This 
$20 kit features a fully-certified 
CYBLE-416045-02 BLE module 
that includes a PSoC 63 MCU, 
onboard crystal oscillators, trace 
antenna and passive components.
Cypress Semiconductor 
www.cypress.com/psoc6
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Defining a power budget is the first step towards achieving 
a long time-in-service for battery-powered devices 
By Vanja Samuelsson, Founder, Qoitech

The Internet of Things is driving renewed interest in ultra-
low power design, as manufacturers strive to deliver 
products that can operate for many years from a single 

primary cell. When this class of product wasn’t connected to 
the Internet, getting 10 years from one battery was relatively 
simple, but with the ubiquitous demand for RF connectivity 
comes a commensurate impact on the power budget.  

Wireless connectivity may be the conspicuous consumer 
of power but it isn’t alone; every component on a PCB has an 
associated power demand, even passives. It comes in many 
forms, from the obvious, such as RF transmission and micro-
controller activity, to the not so obvious, like heat dissipation 
and parasitic elements. Budgeting for this power demand is 
never as simple as looking at a data sheet, as the figures given 
are normally only ‘typical’, and as every engineer knows, theirs 
is never a ‘typical’ application. 

In many applications power isn’t a high priority; devices 
connected to an off-line power source may need to comply 
with certain standby power requirements but in their active 
states they are free to consume as much power as necessary. 
The same is true for embedded electronics within other areas, 
such as automotive; in this case, the engine acts as a portable 
generator, so developers are relatively unrestricted in the power 
their designs consume. In the IoT, off-line power is likely to be 
an exception rather than the norm, as many endpoints will be 
distributed in remote locations or in positions that are, either 
necessarily or purposefully, hard to reach. In these cases the 
default power source will be a battery and, in most instances, a 
primary cell. 

Real-world use-cases
Under normal circumstances an IoT endpoint is likely to experi-

ence several operating modes, during which it will either be 
active or inactive. Periods of inactivity, even periods as short as 
a second, can be an opportunity to save power by implement-
ing power-saving modes. This can be relatively crude, such as 
creating power domains and removing power manually through 
solid-state switches, or it can be subtle, such as exploiting the 
sleep modes supported by most microcontrollers today. As 
microcontrollers are normally the beating heart of an embed-
ded design, the choice of which power-saving mode to use and 
when can be crucial; entering a deep sleep mode too frequently 
could actually have a negative impact on both power and 
performance, but not fully utilizing the available modes could be 
equally inefficient. 

Knowing, instinctively, how a design will function in practice 
can’t be assumed, particularly when there are outside forces 
influencing that functionality. As an example, let’s consider a 
possible IoT application, such as an intelligent parcel tracking 
solution. It would, necessarily, need to be wirelessly connected 
to the Internet in some way and one topology growing rapidly 
in popularity is the LPWAN, or Low Power Wide-Area Network. 
Several LPWANs are now in operation, each with their own 
benefits, but all purport to offer ultra-low power operation. If we 
assume our parcel tracking device is designed to sit inside the 

Figure 1. A power budget should cover typical operational 
modes

Figure 2. A graph showing typical current consumption 

https://twitter.com/eenewseurope
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package and report on its status during transit, it would prob-
ably include a MEMS-based motion sensor, along with a GPS 
receiver for location data. An accelerometer can easily consume 
as much as 450µA in active mode, while a GPS module could 
account for around 30mA. Add a microcontroller at 100µA and 
another 55mA for the LPWAN transceiver, along with 10mA for a 
status LED, and we begin to build our overall power budget. 

The requirement may be to transmit position and status 
data every time the accelerometer detects ‘significant’ move-
ment. For this example let’s assume the accelerometer detects 
significant movement once every hour over the course of a day. 
Figure 1 shows the predicted power consumption during both 
sleep and active modes, with power profiles for each of the 
main functional elements. 

In this example, we can expect the device to operate from 
two AA batteries for around 18 months, which is probably 
acceptable in this application, as the tracking device will be 
returned to the depot after every delivery, where its battery ca-
pacity can be quickly assessed. The graph in Figure 2 shows an 
estimate of where the power is being consumed based on our 
example scenario, but it is clear to see that if the accelerometer 
is triggered on a more frequent basis the tracking device will 
consume its available power more quickly. Again, in this appli-
cation that isn’t a primary concern, but for a tracking device that 
is placed in a container and shipped across the world, where it 
may be held in customs for many months before final delivery, 
the power budget could be very different. 

Battery Profiling 
As batteries will be the main source of power for many sensor-
based IoT endpoints, it is also relevant to consider how the 
power budget will be impacted by the type and capacity of 
the battery used. The graph in Figure 3 shows some typical 
discharge curves for different types of battery chemistries; it is 
perhaps not surprising to see that the NiMH, NiCAD and Lithium 

batteries exhibit a more linear drop-off than alkaline-based bat-
teries. 

The graph in Figure 3 is based on typical characteristics for 
batteries in an always-on application, which is unlikely to reflect 
the typical IoT scenario. Endpoints will attempt to spend as 
much time as possible in low power states, interspersed with 
periods of activity that could see above-average surges, due to 
the types of power-hungry functions mentioned earlier. 

To get the most out of the available battery capacity in this 
kind of application it is worthwhile exploring the impact dif-
ferent power configurations have on usable lifetime. Figure 4 
shows how three different approaches stack up against each 
other; the first uses three AAA batteries connected in series to 
give 4.5V (nominal), the second also puts the batteries in series 
but uses a Low Dropout Regulator (LDO) to reduce the volt-
age to 3.3V, while the third sees the three batteries configured 
in parallel, with a DC/DC Boost converter turning the 1.5V into 
3.3V. At some point, all three configurations will exhibit a point 
where there is no longer enough energy to drive the circuit, as 
the internal resistance of the battery limits the voltage available 
across its terminals. Using Otii, this decline can be captured 
and compared. 

As shown in Figure 5, the configuration that employs the DC/
DC converter continues to operate until the batteries are almost 
completely depleted, while the other configurations still have a 
significant amount of charge left when they drop out. 

Part of the power of Otii is the ability to create various use-
case scenarios and see how they will impact battery lifetime. 
For example, the Otii ARC can be used in place of, or along-
side, the device under development and programmed, using 
the LUA scripting language, to behave like a variable load. This 
means the ARC can be configured to act like a package track-
ing device that is moved every hour, every 10 minutes or twice a 
day; when attached to a battery, the way the behaviour impacts 
battery capacity can be captured and analyzed across multiple 
scenarios, all of which are totally controlled through scripts. 

In this way, engineers can very quickly create corner-points 
for their application and more accurately characterize how it will 
perform in the real world, thereby enabling them to not only de-
sign a better product but select the right power source, to really 
deliver on the ’10 years of operation’ promise. 

https://www.qoitech.com/

Figure 5: Of the three options, the DC/DC converter offers the 
best battery configuration 

Figure 3. Battery discharge curves for popular chemistries 

Figure 4. Three options for battery configuration in an IoT 
application 
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Balancing functional safety  
with performance intensive systems
By Marcus Nissemark, Field Applications Engineer, Green Hills Software

Performance intensive systems used in critical applications 
typically feature multiple processors many of which are 
multicore. To schedule jobs with minimal latency, a real-

time operating system (RTOS) is generally used. But in selecting 
such a system the ability to support functional safety (FuSa) 
must also be considered.

The next challenge is the overall need for functional safety, 
which applies to both hardware and software of the high-perfor-
mance system. 

One of the prerequisites of the software running on a given 
hardware platform is that the hardware itself fulfills its function 
and executes the code correctly. However, once deployed, the 
system may encounter some disturbances, maybe due to the 
environment or aging of the system. 

Consequently, the system itself needs to additionally take 
care of the random hardware faults that will occur, which drives 
the need for a safety architecture. Typically, high-performance 
systems use hardware that have not been designed with hard-
ware fault tolerance or self-diagnostics capabilities. This means 
that a typical 1oo1D system architecture could be deployed, 
which adds separate diagnostic coverage to detect faults as 
seen in Fig. 1. 

Diagnostics allow a detected dangerous event to be convert-
ed into a safe failure, which can be used to increase confidence 
in the system and underlying hardware. In turn, this can in-
crease the safety integrity level of the system. This is an impor-
tant and complex effort, and understanding the safety context 
is non-trivial. It has to be considered at design time since safety 
needs to be designed from the beginning. 

Separation as mitigation for safety
So, there is a need for mitigations to solve these robustness 
challenges. The functional safety standards allow separation of 
functionality into different elements, each element can then be 
treated at a different level of criticality as long as the separa-
tion method guarantees freedom from interference. Diagnostic 
channels can also be separated, to simplify the safety architec-
ture. The most straightforward separation would be the division 
into different hardware components, like multiple CPUs, or the 
division of functionality between heterogeneous CPU cores in 
modern SoCs. 

 

The division of functionality between homogenous cores of 
a multicore SoC does not suffice because enough separation 
is not achieved. For instance, such installations are sharing 
caches, memory bus and other chip internals. These systems 
need to manage the separation and functionality division in 
software. Such separation can be done with techniques like a 
separation kernel or a hypervisor. 

Separate CPUs
When using separate CPUs for performance intensive systems, 
they are often divided into high performance CPUs, possibly 
with a GPU, and separate lower speed MCUs that usually bear 
the safety compliance requirement. 

Although the physical separation is good from the safety 
standard perspective, you still need to consider the communi-
cation path. Complex buses like Ethernet and PCI may require 
that the device driver also goes through the formal process of 
functional safety certification if there is any point of interference 
in that path, and even when running on safety MCUs that use 
MPU for memory protection it is a non-trivial task. This is one of 
the reasons safety solutions tend to use the simpler buses, as 
they are easier to prove to be correct. An example architecture 
of hardware separation can be seen in Fig. 2.

However, those simpler buses may come with a performance 
penalty, compared to the more complex but faster buses. If your 
system needs to move a lot of data between different executing 
entities, i.e. between the safety and performance domains, the 
bus usage can become a bottleneck in both the performance 
and safety MCU, as not enough data can be transitioned be-
tween the domains. Additionally, this architecture is not flexible 
in algorithm scalability; if some performance intensive algorithm 
needs to run in the safety domain there is a limit to the execu-
tion capabilities the smaller MCUs can handle.

The smaller MCU may very well be running an RTOS to 
leverage some of the constraints above, but the main drawback 
of running safety algorithms on a low performance MCU still 
exists. Furthermore, the performance CPU may also need to run 
a real-time operating system, not necessarily safety critical, but 
still capable of dealing with the real-time requirements of the 
system predictability requirements.

Fig. 1. Typical 1oo1D system architecture
Fig. 2. Example of hardware separation architecture
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Hardware consolidation / Heterogeneous 
core architectures
The other side of the hardware separation is hardware consoli-
dation. Better integrated System-on-Chip (SoC) start to propose 
a small core with a dedicated memory, clock and power 
management on the same die as the bigger systems, to allow 
higher-performance communication. An example can be seen 
in Fig. 3.

When doing so they need to consider, design and test that 
the separation between the different cores is free from inter-
ference, as the performance domain and the safety domain 
separation still must exist. This means that no dynamic changes 
on one side shall allow the other side to behave differently. If the 
cores would be sharing configuration registers, memory buses 
or caches, these are apparent sources of interference which 
need extra protection. In these cases, the SoC vendor needs to 
assure us that the separation is proven for usage according to 
the safety standard. 

Clearly this type of SoC removes some of the communica-
tion and data exchange bottlenecks, at least if they safely can 
use SoC internal shared memory or similar paths. But, there is 
still the issue of scalability of algorithms between safety domain 
and performance domain, as the safety side normally is locked 
down to the smaller MCU that now is built into the large SoC. 

What is needed is a way to run both safety algorithms and 
performance algorithms on the same cores in any SoC. In other 
words there is a need to have high level software that can do 
isolation and separation. A common conception for software 
separation is to think that virtualization using a hypervisor is the 
only way to it. However, the separation kernel architecture must 
also be considered.  

Software separation kernels
A proper separation kernel provides isolation equivalent to 
hardware isolation. It allows for a division of applications into 
multiple levels of criticality, which significantly helps in the over-
all system architecture, i.e. creating a performance domain and 
a safety domain within the same RTOS. Green Hills Software’s 
INTEGRITY RTOS is an example of an RTOS separation kernel 
architecture. 

On such a system, only a subset of the applications need 
to be assigned a safety integrity level, and the rest can be kept 
as regular quality code. This works in favor of scalable safety 
algorithms, as you can run such performance algorithms within 
the safety domain, but you do not have to run all of them there. 
Because code in applications is isolated by design from code in 
other applications, there is no longer a need to test and certify 
all the code at the highest level. This helps with process-related 
items when following ISO26262 or other standards, because the 

effort in certification is as a consequence greatly lowered. Thus, 
the safety domain and the performance domain will run on the 
same SoC, as long as the separation kernel supports the actual 
cores of the SoC. This can be exemplified with Fig. 4.

When considering the performance of these systems you 
should be aware that even if you have access to the operating 
system code, down at the hardware level there are caches and 
pipelines and other optimizations that you cannot see at all, 
except that they produce varying performance results. The end 
user application still needs to undergo optimizations in the con-
text it will execute, whereby only then can the real performance 
be measured.

Another useful benefit with separation kernels is that they 
also allow for software consolidation of multiple software func-
tions on the same SoC, while still being logically separated; as 
long as the platform has sufficient performance capability, it is 
reasonable to integrate more and more independent functional-
ities on the platform without hardware redesign.

Separation through virtualization
The other method for doing software separation is generally 
called hardware virtualization. Hardware virtualization means 
that special execution paths are taken to allow multiple op-
erating systems to share the CPU and memory of the SoC. 
The framework that allows this is called a hypervisor, or virtual 
machine monitor, which creates these virtual machine instances 
that can run different operating systems on a single physical 
hardware platform. Virtualization can be hardware accelerated 
through the usage of modern CPU features like ARM-VE and 
Intel VT-x, generally called hardware-accelerated virtualization. 
This type of virtualization is different from operating system vir-
tualization, where the instances, or so-called containers, share a 
single operating system kernel.

Introducing hypervisors in the software architecture for safety 
is not without challenges because it adds complexity. The hy-
pervisor needs to do memory separation and protection as well 
as scheduling of different workloads and management of the 
privilege levels of the virtualized guest operating systems. The 
hypervisor itself becomes the highest privileged software in the 
system, which means that in the context of safety applications, 
the hypervisor itself also needs to be considered safety relevant. 
In essence, a hypervisor is scheduling several operating sys-
tems like a separation kernel schedules applications.

Hypervisors can also be categorized, typically into native or 
bare-metal, Type 1, and into hosted hypervisors, Type 2. Type 1 
hypervisors run directly on the hardware, see Fig. 6, while host-
ed hypervisors run similarly to regular applications on the actual 
operating system. The distinction between the types is not clear 

Fig. 4. Separation kernel architecture with a safety domain 
and a performance domain.

Fig. 3. Hardware consolidation separation architecture
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as some configurations can be ambiguous. In some Type 1 
implementations there is also an initial guest domain with higher 
privilege levels and dedicated peripheral access, called domain 
0. The latter is typically seen in the Xen hypervisor solution. It 
is clear that such solutions also would require that the entire 
domain 0 guest is safety-relevant in a safety implementation.

Besides the general need for separation to achieve safety, 
the main benefit for using virtualization in the context of safety 
is the ability to re-use high performance algorithms designed for 
an operating system like Linux, while providing an efficient path 
to isolate such applications from safety applications running 
in the same system in a virtualized safety RTOS. Furthermore, 
the hypervisor should allow IPC (Inter Process Communication) 
mechanisms to support data transitions between a safety do-
main and a performance domain, as this type of data exchange 
is important. 

The drawback is that Type 1 virtualization of operating 
systems can add undesired latency to event handling, which 
causes issues in the real-time application scenarios and general 
determinism. Furthermore, scheduling of workloads across the 

cores on the SoC becomes non-trivial and can affect perfor-
mance negatively.  

Type 2 hypervisors are normally seen as lacking perfor-
mance, and are limited to the host operating systems safety 
and security solutions. This is due to the fact that the hypervi-
sor either does not take advantage of hardware acceleration, 
does not allow direct device assignment (pass-through), and/
or runs on a non-real-time operating system. Using a separa-
tion architecture microkernel can overcome those drawbacks, 
creating an interesting hypervisor solution. Furthermore, native 
applications in such a scenario can meet both safety and 
security requirements, as well as real-time low latency require-
ments.  An example of this hypervisor architecture is Green Hills 
INTEGRITY Multivisor. This alternative hypervisor architecture is 
illustrated in Fig. 6.

www.ghs.com

Fig. 6. Separation kernel based Type 2 hypervisor 
architecture.

Fig. 5. Typical Type 1 hypervisor separation architecture.

Linux meet RISC-V:  
open source groups team up
The Linux Foundation and RISC-V Foundation have an-
nounced a collaboration that they claim will help the RISC-V 
support ecosystem grow more quickly. Both foundations are 
non-profit making and California-based. The Linux Founda-
tion was formed in 2000 and is in place to foster the use of the 
Linux open source operating system. The RISC-V Foundation 
was founded in 2015 to promote the RISC-V 
open source processor architecture and now 
includes more than 210 institutional, academic 
and individual members. The Linux-RISC-V part-
nership will help grow the RISC-V ecosystem, 
the two foundations said in a joint press release. 
The Linux Foundation will provide an example 
of neutral governance and of best practices for 
open source development as well as providing 
additional resources for RISC-V, such as training 
programs, infrastructure tools, as well as community outreach, 
marketing and legal expertise. “With the rapid international 
adoption of the RISC-V ISA, we need increased scale and 
resources to support the explosive growth of the RISC-V 
ecosystem. The Linux Foundation is an ideal partner given the 
open source nature of both organizations,” said Rick O’Connor, 

executive director of the RISC-V Foundation, in a statement. 
“This joint collaboration with the Linux Foundation will en-
able the RISC-V Foundation to offer more robust support and 
educational tools for the active RISC-V community, and enable 
operating systems, hardware implementations and develop-
ment tools to scale faster.” “RISC-V has great traction in a 
number of markets with applications for AI, machine learning, 
IoT, augmented reality, cloud, data centers, semiconductors, 

networking and more. RISC-V is a technol-
ogy that has the potential to greatly advance 
open hardware architecture,” said Jim Zemlin, 
executive director at the Linux Foundation, in 
the same statement. One of the areas where the 
Linux Foundation and RISC-V Foundation are 
already collaborating is on the provision of “get-
ting started” guides for running the light weight 
Zephyr real-time operating system and Linux on 
RISC-V based hardware. 

The Zephyr and Linux guides are due to be unveiled at the 
RISC-V Summit on December 3, 2018 in Santa Clara, Califor-
nia.
The Linux Foundation and RISC-V Foundation
www.riscv.org
www.linuxfoundation.org
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Free RISC_V IDE offers many add-ons
Andes Technology, supplier of 32/64-bit embedded CPU 
cores, is offering its AndeSight Integrated Development 
Environment (IDE) as a time-limited free download to acceler-

ate software development for RISC-V 
based SoC. AndeSight IDE is a pro-
fessional IDE based on Eclipse with 
many useful Andes add-on features, 
developed and widely used over the 
past 13 years, which provides an ef-
ficient way to develop embedded ap-
plications for RISC-V based SoC. The 
tool integrates all environments for 

hardware and software from simulators, FPGA, to final SoCs 
to provide a complete software development solution. RISC-
V developers can run benchmarks and evaluate algorithm 
performance easily using a near-cycle accurate simulator. The 
IDE comes with a highly optimized compiler to deliver best-
in-class performance and code density. The free download 
version of AndeSight for Andes RISC-V cores, N25/N25F, 
NX25/NX25F, A25 and AX25 is a full-featured product with a 
three-month time limit. Andes Technology Corporation -
Andes Technology
www.andestech.com

Modular automated driving software solution
AImotive has introduced the next generation of its AI-powered 
self-driving full-stack software, aiDrive 2, which features a high-
ly modular design. aiDrive2 features the complete functionality 

of the previous generation of aiDrive, but is highly optimised for 
embedded automotive hardware platforms. The optimisations 
allow for the deployment of aiDrive-based self-driving systems 
in production vehicles, without compromising on safety. The 
modular design allows the choice between integrating only 
modules into a solution or to deploy a full automated driving 
solutions. The modules are compatible with a wide choice of 
hardware platforms. aiDrive 2 can provide a platform for ADAS 
functionalities and L4 autonomy, quickening development. The 
software stack handles all tasks associated with self-driving 
from perception to control. It relies on advanced AI in percep-
tion and motion planning for a higher degree of safety in opera-
tion. To ensure safety, AI is augmented with classical, verifiable 
planning algorithms. aiDrive is compatible with a wide range of 
sensor types to ensure redundancy. Building on these various 
input types aiDrive2 also utilises high- and low-level sensor fu-
sion for robust model space creation.
AImotive
https://aimotive.com/technology/aidrive.jsp

Green Hills Software adds secure 
virtualization for NXP i.MX 8 and 8X families
Green Hills Software has launched INTEGRITY Multivisor 
secure virtualization for the NXP Semiconductors i.MX 8 and 
8X families of applications processors. The new launch allows 

developers to run consumer operating systems in secure parti-
tions alongside critical software applications on the same i.MX 
8 processor, with the certified separation architecture of the 
INTEGRITY real-time operating system and Multivisor secure 
virtualization technology. The solution will allow the design of 
scalable mixed-criticality platforms for solutions targeting low, 
mid and high-end feature sets. In addition, the consolidated 
platform reduces hardware costs and simplifies software com-
plexity.
The INTEGRITY RTOS and Multivisor platform for NXP i.MX 8 
and 8X families includes:
·  Secure virtualization and separation technology allowing ISO 
26262 and IEC 61508-certified applications to coexist with 
general-purpose code or guest operating systems with free-
dom from interference. The platform can monitor the health of 
all applications and guest operating systems in real-time.

·  Fully accelerated hardware virtualization leveraging the Arm 
architecture virtualization extension.

·  Highly configurable virtualization platform allowing users to 
seamlessly configure peripheral routing and utilization be-
tween INTEGRITY RTOS and any guest operating system, in-
cluding the ability to safely share peripherals between critical 
tasks and general-purpose tasks or guest operating systems.

·  Fully accelerated 3D graphics utilizing i.MX 8 GPU, including 
the capability to fully share the GPU between the host RTOS 
and multiple guest operating systems, all while ensuring the 
RTOS graphics applications have guaranteed priority for 
meeting functional safety requirements.

·  Complete AUTOSAR-compliant application framework, allow-
ing existing AUTOSAR software components to be seamlessly 
and tightly integrated, providing for maximum software reuse 
without the need for virtualization.

·  Advanced software development tools including the ISO 
26262 ASIL D / IEC 61508 SIL 4 qualified MULTI IDE, optimiz-
ing C/C++ compilers, MISRA C Adherence Checker and other 
integrated tools to improve code quality and lower develop-
ment costs.

Green Hills Software
www.ghs.com
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